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I Graph isomorphisms

1) The meaning

Explain in your own (plain English) words what
it means for two general graphs to be isomorphic.

Consider two general graphs G1, G2. Roughly
speaking, they are isomorphic iff we can rename the
vertices and edges of G1 such that the renamed graph
actually is equal to G2.

Visualising graph isomorphism, we draw G1 and G2

(in the plane) using “anonymous” vertices and edges,
and then G1 is isomorphic to G2 iff we can move the
edges and vertices of G1 so that the drawing of G1

becomes the same as the drawing of G2.

Using a bit more precision: G1 is isomorphic to
G2 iff there is a bijection α from the set V (G1) of
vertices of G1 to the set V (G2) of vertices of G2 and
a bijection β from the set E(G1) of edges of G1 to the
set E(G2) of edges of G2 such that

for every edge e ∈ E(G1) connecting vertices
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v, w ∈ V (G1) in G1 it connects β(e) the vertices
α(v), α(w) ∈ V (G2) in G2.

Further background: Consider two finite graphs
G1, G2. We want to decide whether G1 is isomorphic
to G2 or not.

If |V (G1)| 6= |V (G2)| or |E(G1)| 6= |E(G2)| then
G1, G2 are not isomorphic. So assume |V (G1)| =
|V (G2)| and |E(G1)| = |E(G2)| in the sequel.

To make our life a bit easier, we can assume that
V (G1) = V (G2) = {1, . . . , n} for n := |V (G1)| (i.e.,
using indices for the vertices of G1 and G2).

Now we enumerate all permutations π ∈
S({1, . . . , n}), that is all bijections π from {1, . . . , n}
into itself, and for each π we check

Is for every edge {v, w} ∈ E(G1) the edge
{π(v), π(w)} ∈ E(G2) ?

If one π has this property, then π is an isomorphism
from G1 to G2 (and thus G1 and G2 are isomorphic),
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while if none of the permutations π ∈ S({1, . . . , n})
has this property, then G1 and G2 are not isomorphic.

(Note that due to |E(G1)| = |E(G2)| we do not
need to check whether all edges of G2 are actually
of the form {π(v), π(w)} for edges {v, w} ∈ E(G1),
since this is now automatically guaranteed (using the
fact that π is a bijection).)

Let’s consider the example n = 3. We have 3! = 6
permutations here, namely 123, 132, 213, 231, 312, 321.
The permutation 231 for example denotes the bijection
π : {1, 2, 3} → {1, 2, 3} given by π(1) = 2, π(2) = 3,
π(3) = 1. Given for example this bijection, we check
whether it is actually an isomorphism from G1 to G2 by
running through all edges {u, v} ∈ E(G1) and checking
whether the edge {π(u), π(v)} is an edge of G2 (for
example, if {1, 2} ∈ E(G1), then we check whether
{2, 3} ∈ E(G2)) — if this is the case for all edges
{u, v} ∈ E(G1), then π actually is an isomorphism of
G1 and G2, otherwise not.

Enumerating all elements of Sn (the bijections from
{1, . . . , n} into itself) can be done “lazily” by using a
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simple recursive approach, or it can be done in a more
complicated but also more (space-) efficient iterative
way (for example running through all permutations in
lexicographical order as in the above example).
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2) A general decision procedure

Describe an algorithm that takes as input two
graphs (they don’t need to be general graphs) and
decides whether they are isomorphic. This algorithm
should use a backtracking strategy, that is, the
algorithm should work in a recursive fashion, trying
for one particular vertex to map it to some target
vertex and then calling the procedure recursively,
using the extended map. Try to explain how this
backtracking works as precisely as possible. State the
time complexity of your algorithm using the Big Oh
notation.

The recursive approach, based on backtracking,
can be outlined as follows: The algorithm takes
an injection j with domain and image contained in
{1, . . . , n} as input (for the first call, the empty
mapping is supplied). If the domain of j is all
of {1, . . . , n}, then j actually is a bijection from
{1, . . . , n} to {1, . . . , n}, and we check whether j

is a graph isomorphism — if it is, we found G1 and G2

to be isomorphic, and we can exit the algorithm, while
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otherwise the algorithm backtracks. If the domain of
j is not all of {1, . . . , n}, then a vertex v ∈ {1, . . . , n}
not in the domain of j is chosen, and all possible
images j(v) not in the current image of j are tried out
as extensions of j.

Reminder: That j is an injection means, that for all vertices

v, w in the domain of j (that is, for which j is actually defined)

with v 6= w we have j(v) 6= j(w). In other words, j is injective

iff different vertices get mapped to different vertices.

Pseudocode (in C/C++ style) is as follows, where
we use dom(j) ⊆ {1, . . . , n} for the domain of j (the
set of arguments for which j is defined), and rg(j)
for the range of j, the set {j(v) : v ∈ dom(j)} of
values of j. Furthermore we use INJ for a type, whose
values are injections j where both dom(j) and rg(j)
are subsets of {1, . . . , n}.

To simplify the code, the inputs G1 and G2 are
global variables as well as n (recall that we already
checked that both input graphs have the same number
of vertices and edges).
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boo l i s omo rph i sm ex t e n s i o n ( INJ j ) {
i f (dom( j ) = { 1 , . . . , n}) {

f o r a l l {v ,w} edge o f G1 {
i f ( not { j ( v ) , j (w)} edge o f G2)

r e t u r n f a l s e ;
}
r e t u r n t r u e ;

}
e l s e {

choose v i n { 1 , . . . , n} minus dom( j ) ;
f o r a l l v ’ i n { 1 , . . . , n} minus rg ( j ) {

j ’ = j p l u s ( v maps to v ’ ) ;
i f ( i s omo rph i sm ex t e n s i o n ( j ’ ) )

r e t u r n t r u e ;
}
r e t u r n f a l s e ;

}
}

G1 and G2 are isomorphic iff

isomorphism extension(∅)

returns true, where ∅ is the empty map.

CS 232 c©OK 2006 7



Algorithms and Complexity Michaelmas Term 2006/07, Teaching Block One, Week 09

The “main complexity” of this algorithm is Õ(n!),
ignoring some polynomial factor for carrying out
computation of the permutations and checking whether
we found an isomorphism.

Actually, the operations per “round” (per new
permutation π) can be done in quadratic time in the
size s := ‖G1‖ + ‖G2‖, and thus the running time of
the algorithm is

O(n! · s2).

(Estimating here n with s, giving the upper bound
O(n! ·s2) ≤ O(s! ·s2), is typically not done: estimating
a linear factor n by s might be considered as acceptable,
since linear functions don’t grow fast, but estimating
n in a fast-growing function like n! by s would make
a huge difference. Thus big terms like 2n or n! use
some refined parameters like the number of vertices
if possible; on the other hand, in such a context,
where we have exponential growth, for the polynomial
factors often one doesn’t care so much. In fact
sometimes notations like “Õ” are used to abstract
away from the polynomial part altogether. Of course,
such considerations are only applied to algorithms with
exponential behaviour. For algorithms with linear or
CS 232 c©OK 2006 8
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quadratic running time one takes a much closer look.)

Further refinements: Adding further “consistency
checks” is essential for acceptable performance. For
example if j(v) has not the same degree as v then we
do not need to consider j(v).

The main advantage of a backtracking approach
over the brute force approach (running through all
permutations) is only realised if we do not need to wait
until j is “full” (has all of V (G1) as its domain), but
we can detect earlier that j cannot be extended to an
isomorphism.

The first step thus to exploit the potential savings
of the backtracking approach is to check for every edge
{v, w} ∈ E(G1) as soon as both v, w are in the domain
of j, whether {j(v), j(w)} ∈ E(G2) — if this is not
the case, then already at this point we can backtrack!

So if v is the newly assigned vertex, then we check
exactly all edges {v, w} ∈ E(G1) for which w is already
in the domain of j (in this way we also avoid double-
checking).
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3) Deciding isomorphism

Decide which of the three graphs are isomorphic
to each other and which are not; in case they are
isomorphic show how to rename the vertices of one
of them to get the other graph, while in case they
are not isomorphic give a criterion that separates
them, and argue, that this criterion is invariant
under isomorphisms (that is, can be used to show
that two graphs are non-isomorphic):

G1 = 1 2
==

==
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����

3
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��

5

====

4

G2 = 1 2
==

==

6

����

3
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��

5

====
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4

G3 = 1 2
==

==

6

����

3
��

��

5

====

pppppppppppppp

4

.

Below you find possible answers (in general there are
many possibilities here).

CS 232 c©OK 2006 10



Algorithms and Complexity Michaelmas Term 2006/07, Teaching Block One, Week 09

The degree sequences are

G1: 3, 3, 2, 2, 2, 2

G2: 3, 3, 2, 2, 2, 2

G3: 3, 3, 2, 2, 2, 2

So degree sequences do not help here (recall that
they only yield a sufficient criterion for non-isomorphic
graphs — they can never establish that two graphs are
actually isomorphic).

In general, if f : G → G′ is an isomorphism, then
a circuit in G is mapped via f to a circuit in G′.
Now each of G1, G2, G3 contains a circuit, so that is
not sufficient for a distinction. Furthermore, each of
G1, G2, G3 contains exactly 3 circuits.

Actually f also preserves the length of a circuit:
Now G1, G3 contain a circuit of length 3 (a triangle),
while G2 does not, and thus G2 is neither isomorphic
to G1 nor to G3.
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Still we cannot distinguish between G1 and G3 —
perhaps they are isomorphic?!

We see that there are exactly two isomorphisms
from G1 to G3:

1. Vertex 6 ∈ V (G1) must be mapped to vertex 4 ∈
V (G3).

2. (i) Vertex 1 ∈ V (G1) can be mapped to vertex
3 ∈ V (G3), or

(ii) vertex 1 ∈ V (G1) can be mapped to vertex
5 ∈ V (G3), or

The two isomorphisms then are:

6 7→ 4, 1 7→ 3, 2 7→ 2, 3 7→ 1, 4 7→ 6, 5 7→ 5

6 7→ 4, 1 7→ 5, 2 7→ 6, 3 7→ 1, 4 7→ 2, 5 7→ 3.
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4) Finding all possibilities

Are the possibilities listed in Part 3 the only
“principal” ones to add an edge to the cycle C6 ?
(Explain your answer.)

Consider the addition of edge {u, v} to C6. First
of all, we can fix one endpoint, say u, since all other
possibilities can be obtained by rotating the cycle. So
let u = 5.

Since we want to obtain a graph, it follows v /∈
{4, 5, 6}. This leaves v ∈ {1, 2, 3}, which are exactly
the cases we have considered. So we got them all.
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5) Finding all possibilities in general

For n ∈ N, n ≥ 3 determine the number p(n) of
non-isomorphic graphs which can be obtained from
the cycle Cn by adding one edge. (Try at least to
determine p(n) for some small n; we have p(3) = 0,
p(4) = 1, and p(5) = 1, while p(6) is given by the
answers to Parts 3 and 4.)

We have seen p(6) = 2. Now consider Cn for
n ∈ N, n ≥ 3, and consider the edge {u, v} we want
to add to Cn. (Recall that V (Cn) = {1, . . . , n}.)

As before we fix u, where now we better choose
u = 1. This leaves v ∈ {3, . . . , n − 1}, and thus
0 ≤ p(n) ≤ n − 3. Let Cn

v be Cn with the additional
edge {u, v} = {1, v}.

The first idea is to “split Cn in half”, using the
symmetry of the cycle Cn given by running through it
in reverse order.

First consider the case than n is odd, that is, there
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is k ∈ N with n = 2k + 1. The natural “dividing
point” here is k+1. It appears to be the case, that the
choices v ∈ {3, . . . , k + 1} all lead to non-isomorphic
graphs Cn

v , while for v ∈ {k + 2, . . . , n− 1} the graph
Cn

v is isomorphic to Cn
v∗ for v∗ := n + 2− v (this little

formula for v∗ one guesses by looking at small cases).

Thus we conjecture

p(2k + 1) = (k + 1)− 3 + 1 = k − 1.

For k ∈ {1, 2} this is correct, while it predicts for k = 3
that p(7) = 2.

There are two things to show:

(i) For v, v′ ∈ {3, . . . , k + 1} with v 6= v′ the graphs
Cn

v , Cn
v′ are not isomorphic.

(ii) For v ∈ {k + 2, . . . , n − 1} the graph Cn
v is

isomorphic to Cn
v∗ for v∗ := n + 2 − v, where

v∗ ∈ {3, . . . , k + 1}.

For assertion (i) we note that every Cv has exactly
three circuits. Identifying circuits with (certain) vertex
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sets (since there are no parallel edges), these circuits
are {1, . . . , v}, {v, . . . , n} ∪ {1} and {1, . . . , n}.

The length of the first circuit is v, the length of
the second circuit is n − v + 1, and the length of
third circuit is n. Because of v ≤ k + 1 we have
n− v + 1 ≥ n− (k + 1) + 1 = n− k = k + 1, and so
the second circuit is never smaller than the first one.

The “girth” g(G) for an arbitrary (general) graph
G is the minimal size of a circuit in it (if it has
one). So we have g(Cn

v ) = v, while g(Cn
v′) = v′ 6= v,

and thus, since for isomorphic graphs G, G′ we have
g(G) = g(G′), the graphs Cn

v , Cn
v′ actually are non-

isomorphic. This shows assertion (i).

For assertion (ii) we use the isomorphism α of Cn

to itself (called an “automorphism”) given by α(i) =
n+2−i for i ∈ {2, . . . , n}, while α(1) = 1 (check that
this is an isomorphism). Now α({1, v}) = {1, v∗}, and
thus α is also an isomorphism from Cn

v to Cn
v∗. This

finishes the case for odd n.

The case for even n, that is n = 2k for k ∈ N,
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k ≥ 2 is very similar. The dividing point again is k+1,
the choices v ∈ {3, . . . , k + 1} all lead to different Cn

v ,
while for v ∈ {k + 2, . . . , n− 1} the graph Cn

v (again)
is isomorphic to Cn

v∗ for v∗ := n + 2 − v. So here we
get

p(2k) = (k + 1)− 3 + 1 = k − 1.

We can unify our two formulas, using bxc for x ∈ R,
the greatest integer z ∈ Z with z ≤ x:

∀n ∈ N, n ≥ 3 : p(n) = bn
2
c − 1.
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Background: The automorphism group

Once we found two graphs G1, G2 to be isomorphic,
we can ask for all isomorphism between them.

Now, since both graphs are “really” the same, it is
better just to ask for the isomorphisms from G1 to G1

(say), and such isomorphisms from a graph to itself
are called “automorphisms”, while all automorphisms
of a (general) graph G form its “automorphism group”
Aut(G), which is a group under composition of maps:

• The identity map of G is an automorphism.

• The composition of two automorphisms is an
automorphism again.

• The inverse of an automorphism is an
automorphism.

The automorphisms of a graph are also called its
symmetries.

CS 232 c©OK 2006 18



Algorithms and Complexity Michaelmas Term 2006/07, Teaching Block One, Week 09

II graph traversal validated

Give arguments as good as possible for the
following central properties of graph traversal,
where we assume that the input is connected
(argue directly with the pseudo-code given for
graph traversal):

1. no vertex is visited more than once;

2. no edge is pushed on the buffer more than once;

3. every edge pushed on the buffer is send to the
visitor either as tree- or as back-edge (but not
both);

4. exactly the nodes in the connected component of
the start vertex are marked as visited;

5. every edge of the connected component is pushed
on the buffer;

6. there are exactly |V (G)| − 1 tree edges and
|E(G)| − |V (G)|+ 1 back edges.
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Solution:

1) A vertex v is “visited” at the time when v is
marked and the visitor action for a new vertex is called
(in other words, “visiting” happens directly after the
Start label). Now the main observations here are as
follows:

1. No vertex is visited which has already been marked
as visited (for the start vertex the first instruction
of graph traversal is responsible to ensure this,
while for new vertices it is the loop condition of the
repeat-until-loop selecting a new tree edge).

2. Once we visit a vertex, we mark it as visited.

3. A vertex once marked never gets unmarked.

2) There is exactly one place where we push an
edge e on the buffer, namely in the for-loop where we
run through all edges incident to the vertex currently
visited. Since every vertex is visited only once, there
are at most two chances for e to be put on the buffer,
namely when its two endpoints v, w are visited. One
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endpoint, say v, will be first (thus w has not been
visited yet), then e is pushed on the buffer, and v will
be marked as visited, so that when w is visited, the
target of the edge e (which now is v (!)) has already
been visited. And we don’t push an edge on the buffer
if its target has already been visited.

3) Here first one has to point out, that if an edge
e is pushed on the buffer, then that very *occurrence*
of e cannot be sent to the visitor as back edge, but
it is later, when we visit the second endpoint w of
e, that we possibly can send e to the visitor as back
edge: If we reach w via “parent edge” e, then e has
been selected as tree edge, and won’t be considered
for possible back edges, but if we reach w via an edge
different from e, then e will be considered as back edge
and send to the visitor.

So the only possible problem left is, that when
selecting edges from the buffer for the next tree edge,
that then e is just discarded, but not selected as tree
edge. This happens iff the target w of e has already
been visited, and thus, at the time when w has been
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visited, it must have been the case that e has been
recognised as back edge before (while e can’t have
been a tree edge, since otherwise it would have been
removed from the buffer).

4) Since we can reach new nodes only via edges
from visited vertices, by induction one can show that
every vertex visited is in the connected component of
the start vertex r. The critical thing to show is, that
we don’t miss a vertex, that is, that every vertex in
the connected component of r finally gets visited. To
prove this, let’s assume that there is a vertex w in the
connected component of r not visited. There is a path
P from r to w; let w0 be the first vertex on this path
not being visited. We have w0 6= r, since we definitely
visited r, and thus there is the immediate predecessor
v of w0 in P (where v has been visited). Every edge
incident to v and leading to a (then) unvisited vertex
has been pushed on the buffer, and thus the edge e

from v to w0 was pushed on the buffer. As we have
seen in (3), e finally gets recognised as back edge or
tree edge. If e would have been recognised as back
edge, then w0 had been visited, and so e must have
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been a tree edge — and thus w0 would have been
visited contradicting the assumption.

5) Consider an edge e = {v, w} in the connected
component of the start vertex r. By (4) both v and
w have been visited; w.l.o.g. v was the first of them.
Since then w was unmarked, e was pushed on the
buffer.

6) (In Parts 1-5 we didn’t make use of the
assumption, that G is connected; now we do.) Let t

be the number of tree edges, and let b be the number
of back edges. By 3) it is t + b equal to the number
of edges pushed on the buffer (that is, altogether). By
(5) and (2) the number of edges pushed on the buffer
is |E(G)|, and thus t + b = |E(G)|. With every tree
edge we visit a new vertex, and thus t = |V (G)|−1 by
4), from which b = |E(G)| − t = |E(G)| − |V (G)|+ 1
follows.
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III Spanning trees

1) All spanning trees

Compute all spanning trees for

G = 1
==

==
==

=
2

==
==

==
=

3

4 5 6

.

(Justify that you got all spanning trees.)

G is connected and has G 6 vertices, and thus every
spanning tree T of G has 5 edges (and, of course, 6
vertices).

The edges {1, 4} and {2, 3} must be in every
T , since if one of them is removed then G gets
disconnected (these two edges are the “bridges” of
G; see next exercise). So our main problem is finding
all spanning trees of the 4-vertex graph

G′ = 1
==

==
==

=
2

==
==

==
=

5 6

.
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G′ has 4 vertices, thus every spanning tree T ′ of G′

has three edges; it has G′ in total 5 edges, namely
{1, 2}, {1, 5}, {2, 5}, {2, 6}, {5, 6}, so that we have at
most

(
5
3

)
= 10 many choices for spanning trees:

{
{1, 2}, {1, 5}, {2, 5}

}
,
{
{1, 2}, {1, 5}{2, 6}

}
,{

{1, 2}, {1, 5}, {5, 6}
}
,
{
{1, 2}, {2, 5}, {2, 6}

}
,{

{1, 2}, {2, 5}, {5, 6}
}
,
{
{1, 2}, {2, 6}, {5, 6}

}
,{

{1, 5}, {2, 5}, {2, 6}
}
,
{
{1, 5}, {2, 5}, {5, 6}

}
,{

{1, 5}, {2, 6}, {5, 6}
}
,
{
{2, 5}, {2, 6}, {5, 6}

}
.

Exactly those choices where every vertex from V (G′) =
{1, 2, 5, 6} occurs represent the spanning trees for G′;
these removes the first and the last possibility, and
thus we are left with 8 spanning trees for G′, that is,
G has exactly 8 spanning trees.
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2) Bridges

An edge in a graph is called a bridge if after its
removal the two endpoints are no longer connected
by some walk. Determine all bridges of G (Point
1)). How are bridges related to spanning trees?

In other words, a bridge of a (general) graph G

is an edge e ∈ E(G) such that after removal of e

(while keeping the endpoints) the new graph has more
connected components than G.

Equivalently, e is a bridge of G iff e is not part of
some circuit in G.

The bridges of the graph in Part 1) we already
mentioned. Now if we want to speak of spanning
trees, then we must assume that G is connected.

Thus e ∈ E(G) is a bridge iff after removal of e the
graph gets disconnected. Since a spanning tree T of
G is a connected subgraph of G with V (G) = V (T ),
it follows e ∈ E(T ), that is, a bridge of G must occur
in every spanning tree of G.
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The main point now is that also the reverse holds:
If some edge e ∈ E(G) occurs in every spanning
tree T of G then e is a bridge of G. To show
this, let’s assume that e wouldn’t be a bridge. So
G′ := (V (G), E(G) \ {e}) is connected, and thus has
a spanning tree T ′, where we have V (T ′) = V (G′) =
V (G), and thus T ′ is also a spanning tree of G — but
e /∈ E(T ′) contradicting our assumption.

To summarise: An edge e ∈ E(G) is a bridge of
a connected graph G if and only if for every spanning
tree T of G we have e ∈ E(T ).
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3) Efficiently finding bridges

Discuss how to efficiently decide whether a graph
G has a bridge, and how to find all bridges.

To make our live easier, we first compute the
connected components of G (which can be done in
linear time), and consider each connected component
on its own: Obviously the set of bridges of G is the
disjoint union of the set of bridges of the connected
component. So w.l.o.g. we assume G to be connected.

The easiest way to enumerate all bridges of G is
just by “brute force”, following the definition:

1. Run through all edges e ∈ E(G).

(a) Consider G′ := G− e = (V (G), E(G) \ {e}).
(b) If G′ is disconnected, then e is a bridge of G.

2. If no bridge was encountered, then G has no bridge.

Finding out whether G′ is connected can be done
in linear time, and so the whole algorithm runs in
quadratic time. Can we do better?!
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We can. A first step is the fact that in a
spanning tree T of G for every edge e ∈ V (T )
not a bridge (w.r.t. G, of course) at some point
graph traversal will find some back-edge b, where
the unique circuit CT (b) obtained by adding this back-
edge to the spanning tree T (temporarily) will include
e (this follows from the fact, that the circuits CT (b)
all together form a “basis” for the circuits of G; see
[Reinhard Diestel: Graph Theory] (available online(!)),
Chapter 1 (especially Exercise 27)).

We obtain an improved algorithm for finding all
bridges in a connected G: Just run graph traversal
once, and whenever a back-edge is found, mark all
edges in the corresponding circuit in the current partial
spanning tree as “no bridge” — at the end the edges
in the obtained spanning tree T which have not been
marked as “no bridge” are exactly all the bridges of G.

Now we run graph traversal only once, but
when marking the edges we may encounter edges many
times (because in general those circuits CT (b) will
overlap), and thus in general the whole procedure still
needs quadratic time. Can we do it in linear time?!
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We can. The main observation is that bridges e =
{u, v} are “bottlenecks” of the graph traversal-
procedure when employing DFS (the buffer strategy is
important here(!)):

Only tree edges can be bridges (but not every tree
edge is a bridge). So consider the point when e is
chosen as tree edge, leading from u to v. The point
now is that we only get “back past v” in the DFS-
search for a bridge e by backtracking, while if e is not
a bridge then DFS will find another way.

For further algorithmic details see for example
Section 18.6 (“Separability and Biconnectivity”) in
[Robert Sedgewick: Algorithms in C/C++/Java,
Part 5], together with Section 20.3 there (“Prim’s
Algorithm and Priority-First Search”), where the
generalisation of DFS and BFS to “priority-first
search” is discussed, which corresponds to our generic
procedure graph traversal.

I will discuss here only the first step in making
graph traversal, when employed with a DFS-buffer,
aware of the backtracking structure: We need for
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every vertex v ∈ V (G) the depth d(v) ∈ N0 w.r.t. the
backtrack search:

1. For the start vertex v set d(v) := 0.

2. If a new tree edge e is chosen, then

d(target(e)) := d(source(e)) + 1.

Haven’t we seen this before? Yes, we used the
same definition in connection with BFS for computing
distances in graphs with unit-lengths!

In general, the above definition of d makes sense
for every invocation of graph traversal, and d(v) is
always the distance from the root of the spanning tree
T (constructed by graph traversal for input G) to
v in T ; under special circumstances this distance has
additional meanings:

• For BFS it is d(v) also the distance from the root
to v in G.

• For DFS it is d(v) the backtrack-level of v (the depth
of the recursive nesting if DFS is implemented by a
recursive procedure).
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IV Line graphs

1) Deciding claw-freeness

A graph isomorphic to K1,3 is called a claw; a
general graph G contains a claw if G has a claw as
an induced subgraph, while G is claw-free if it does
not contain a claw. Give an efficient algorithm for
deciding whether a general graph is claw-free.

Following the definition we obtain a poly-time
algorithm (which is coined “efficient” if we don’t know
better) by the following brute-force search for a claw:

• Enumerate all C ∈
(
V (G)

4

)
, that is, all sets C of

(exactly) 4 vertices from G.

• If there are loops or parallel edges between vertices
from C, then C does not give rise to a claw, and
the next C is considered.

• Otherwise compute the induced subgraph GC of G

with V (GC) = C, that is, let GC be the graph
with vertex set C such that two vertices in GC are
adjacent iff they are adjacent in G.

• Now check whether GC is isomorphic to K1,3; if
yes, then a claw was found.
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The above algorithms runs in time O(|V (G)|4)
(using the adjacency-matrix representation).

Despite a lot of effort, no algorithm has been found
which is more efficient for arbitrary graphs, while for
sparse graphs (not having “too many edges”) more
efficient algorithms exist.

Of course, we can improve on details, filtering out
subsets C in advance which “obviously” cannot yield a
claw. These improvements are important in practice,
but they do not improve the general time bound.
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2) Line graphs are claw-free

Show that the line graph L(G) is claw-free for
every general graph G.

Assume that L(G) is not claw-free; thus there exists
an induced subgraph G′ of G which is isomorphic to
K1,3. Let V (G′) = {a, x, y, z}, where x is of degree 3
in G′ (while x, y, z are of degree 1).

The vertices of L(G) are the edges
of G, and adjacency of vertices in L(G)
means adjacency of the corresponding edges in
G. Let {a1, a2}, {x1, x2}, {y1, y2}, {z1, z2} be the
corresponding edges of G (consistent of the endpoints
of the edges a, x, y, z). Since K1,3 has no loops and G′

is induced, we have a1 6= a2 as well as x1 6= x2, y1 6= y2

and z1 6= z2.

The adjacency and non-adjacency relations given
by G′ now correspond to the following conditions:

(i) {a1, a2} has non-empty intersection with each of
{x1, y2}, {y1, y2}, {z1, z2}.

(ii) Two (distinct) sets from {x1, y2}, {y1, y2}, {z1, z2}
have empty intersection.
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Clearly this is impossible: At least one ai occurs
in two of {x1, y2}, {y1, y2}, {z1, z2}, while by the
second conditions the sets {x1, y2}, {y1, y2}, {z1, z2}
are actually disjoint.

We conclude by some general remarks on the use
of claw-free graphs.

We have defined independent sets in graphs G

as sets A ⊆ V (G) of vertices such that now two
(different) elements of A are adjacent in G (in other
words, for all {u, v} ∈ E(G) we have {u, v} 6⊆ A).

An important algorithmic problem is the
Independent Set Problem:

Given G and k ∈ N0, decide whether G has an
independent set of size at least k.

The Independent Set Problem is a well-known NP-
complete problem, and thus likely not solvable in
polynomial time.

Now what about independent sets in line graphs
L(G) ?
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An independent set in L(G) is a set A ⊆ E(G)
of edges of G such that no two (different) edges in
A are adjacent, or, in other words, there is no vertex
v ∈ V (G) such that v is incident with two (different)
edges in A.

Such sets of independent edges are known as
matchings in G. For example in K4 a matching
is given by {{1, 2}, {3, 4}} (the matching condition
just is, that these edges are pairwise disjoint; obviously
this matching is maximal, that is, cannot be extended
to a larger matching (in K4)).

So the problem of finding an independent set of
maximum size in a line graph L(G) is the same as
finding a matching of maximum size (a maximum
matching) in G.

Now in 1963 Jack Edmonds showed that maximum
matchings can be found in polynomial time for arbitrary
graphs G, and thus we can find an independent set of
maximum size for any line graph in polynomial time!

(The work of Edmonds was also important in the
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development of the notion of “efficient algorithms”
as polynomial time algorithms; see the very readable
Section 4.14b in [Alexander Schrijver: Combinatorial
Optimization (Polyhedra and Efficiency)] (Volume A).)

Since line graphs are special claw-free graphs (as we
have seen), it is natural to ask the question whether
a maximum independent set (an independent set of
maximum size) can be found in polynomial time for
arbitrary claw-free graphs.

And this is indeed the case, as shown by Minty
and Sbihi in 1980 (see Chapter 69 in [Alexander
Schrijver: Combinatorial Optimization (Polyhedra and
Efficiency)] (Volume B)).

A starting observation for this generalisation is,
that for a claw-free graph G and any independent set
A in G we have, that every vertex v ∈ V (G) has
at most two neighbours in A (otherwise we had a
claw). This makes it possible to generalise techniques
from matching theory (an interesting sub-discipline
of graph theory, concerned about “marriages”, “stable
marriages”, “job assignments” and other nice subjects,
but we can’t go further into it).
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